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Beginning Statistics

Social Science Analysis

• Comparative analysis is paramount to social science research. To perform such, many different
methodologies and approaches are available to the researcher. Researchers want to know why
people do what they do (or believe what they believe), how to acquire relevant information to
solve problems, and how to act based on this information. In case-oriented research, large
samples aren’t needed, as this comparative method focuses on the narrative of a particular case
and not on the relationship between statistical variables (despite the word ’comparative’ being in
its name). Consider the following examples:

(1) If one is addressing whether or not a particular secular family in a religious community
should allow their child to be home-schooled, it might be best to examine the particular
circumstances of that family. Is the child being ceaselessly bullied? Are any other schools
nearby? One may not want to prescribe an action based solely on data from other secular
families in religious communities.

(2) When dealing with a case about instances of harassment, it would be unwise to dismiss the
complaints of a group of people because no obvious statistical link was found between a
measure of a certain type of harassment and inclusion in a particular in-group.

• Although the remainder of this document focuses on sample-driven inference (i.e. statistics),
you will certainly revisit the case-oriented approach later on in your own research, in your capstone
classes, and in the working world. You can read more in the book Approaches and Methodolo-
gies in the Social Sciences: A Pluralist Perspective, cited at the beginning of this document in
Resources.

• In statistics, we require large samples (which must also be good, useful and ’fairly’ acquired) and
draw conclusions based on mathematical results. For example,

∗ Suppose you want to determine whether or not elderly drivers are more likely to get into car
accidents. The following competing ideas might appear in your mind:

(1) Older drivers might get into fewer accidents because they are wiser, more experienced
at driving, risk-averse, and more obedient to the rules of the road.

(2) Or, older drivers might get into more accidents because they have poorer vision and
reflexes, are forgetful and less attentive, and they disrupt the flow of traffic by being
overly cautious.

∗ In the hopes of finding at least a mathematically supported answer, you acquire some data
for this endeavor and perform a regression analysis. You compare age vs. number of car
accidents. Ultimately, a mathematical value (i.e. the correlation coefficient) will indicate
whether or not there is a link between these two variables.

What is Statistics?

• Statistics is the branch of mathematics dealing with the collection, analysis, interpretation,
presentation, and organization of data.
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• Data (’datum’ if singular) are pieces of information that we collect from observations and studies.
Hence, each data point is typically referred to as an observation. Observations could be
values for age, income, number of car accidents, and so on. We often re-order our data from
smallest value to largest value (e.g. when finding a median is of interest) before
performing any mathematical work. An example follows:

∗ Ages = {67, 77, 64, 64, 77, 21, 35, 32, 18, 99, 19, 19, 19}.
∗ Re-ordering our observations from smallest to greatest,

Ages = {18, 19, 19, 19, 21, 32, 35, 64, 64, 67, 77, 77, 99}.

∗ This data may indicate that two persons who provided their ages were both 64, only one
person was 18, three persons were 19, and so on.

• Statistics is inextricably linked to probability, as it deals with an analysis of the frequency of past
events and projections about the future.

Sigma Notation

• Consider the sets X = {x1, x2, x3, ..., xi, ..., xn} and Y = {2, 4, 6, ..., 100} = {y1, y2, y3, ..., y50}.

∗ The first element in set X is x1 (pronounced ”x-one”), the second element is x2, and so on.
Some element that appears later, the ith element, is represented by xi. Finally, the very last
element in the set, the nth element, is represented by xn.

∗ In the set Y , the first element can be identified as y1, but the value of y1 is 2; hence, we can
write y1 = 2. Using the same logic, we observe y50 = 100.

• We often borrow symbols from the Greek alphabet to express quantities, ideas, and expressions
in a useful and succinct manner. Sigma notation refers to a means of expressing a long sum in
a concise way.

(1)
i=n∑
i=1

xi =
n∑

i=1

xi = x1 + x2 + ...xn.

(2)
50∑
i=1

yi = y1 + y2 + ...+ y50 = 2 + 4 + 6 + ...+ 100 = 2550.

(3)
3∑

i=1

yi = y1 + y2 + y3 = 2 + 4 + 6 = 12.

(4)
2∑

i=1

(2i)2 + 1 = ((2 · 1)2 + 1) + ((2 · 2)2 + 1) = 5 + 17 = 22.

Measures of Central Tendency

• What does it mean to be ’average?’ We may want to know the answer to questions such as ’What
value is in the middle?’ or ’How well will I perform at a very particular task, assuming I’m a
typical individual, who is no better or worse equipped than another?’

• The mode is the value that appears the most frequently in a data set.
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∗ Consider {4, 4, 4, 4, 4, 4, 4, 4, 4, 100}.
∗ Suppose these observations represent the highest level reached by first-time players during
the beta test of a new video game for young children. Do you expect to reach level 4, level 100
or something else? In this particular case, it seems that the game is easy, but there is some
kind of bug that prevents progress beyond the 4th level. The sole player who reached level
100 seems to be an outlier (a value that differs greatly from the rest of the observations).
Hence, you should also expect to reach level 4, since in this case the mode is the most useful
type of average for your needs.

• The median is the value that appears in the middle of a data set (in which the values are sorted
from lowest to highest)

∗ Consider {121, 145, 168, 199, 4587192}.
∗ Once again we encounter an outlier. That 4587192 doesn’t seem to belong. However, the
mode is not useful here as no value is repeated. Perhaps our observations represent the
weights of a certain category of object that does not usually vary very much (e.g. think
of the weight of a computer mouse). We want to use a type of average that will not even
consider extreme values on the left and right ends of our sorted data set. Hence, the median,
168, the number in the middle, is the right type of average for our needs.

∗ A common situation where the median is employed is in the process of creating Box and
Whisker plots.

∗ Consider {1, 2, 3, 5, 6, 7, 11, 13, 14, 20, 30, 40}.
∗ Suppose the observations represent the number of questions answered correctly on a 40-
question quiz.

∗ Since we have 12 observations, we could break them into four groups of three values each.
That is, we could say three people got a score from 1 to 4, three people got a score from
4 to 9, three people got a score from 9 to 17,and three people got a score from 17 to 40.
Hence, we can split our observations into boxes such that 25% of the observations can be
found within each box. These are called quartiles.
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∗ One problem with using such a diagram is that there is no visual indication of the distance
(i.e. gap) between observations. For example, 4 and 9 are five units away, but 17 and 40
are twenty-three units away. In a Box and Whisker plot, we still break up our picture into
quartiles, but this time we visually represent these distances.

∗ To calculate Q2 we take the median of the data set (i.e. 7+11
2

), to get Q1 we take the median
of the lower half (i.e use the values from 1 to 7), and to get Q3 we take the median of the
upper half (i.e use the values from 11 to 40). The interquartile range is calculated by
performing Q3 −Q1.

∗ Note that there are alternate ways to calculate Q1 and Q3. With a more formulaic
approach we may conclude that Q1 = 3.5 and Q3 = 18.5. That is, one might say
Q1 should be at the position of the kth term, where k = 1

4
· (n + 1). Hence, Q1

should be at position 3.25, a quarter of the distance between the 3rd term (i.e.
3) and the 4th term (i.e. 5).

• Usually, when one is referring to the arithmetic mean, one uses the word ’average.’ To find the
mean we add up all of our values and then divide by how many values we have.

∗ Consider {11.235, 12.136, 13.876, 14.011, 14.223, 16.908}.
∗ Here our observations are in the form of decimal numbers with significant digits up to the
thousandths place. Hence, the mode and median both seem inappropriate. Instead, we
calculate

mean =
x1 + x2 + ...+ xn

n
, where n is the total number of observations

∗ In our example, x1+x2+...+xn

n
= 11.235+12.136+13.876+14.011+14.223+16.908

6
= 13.7315.

∗ In statistics, we routinely perform sampling- that is we use only a representative sample of
an entire population because it is impractical (or undesired, or unnecessary) to use the entire
population. Suppose, for example, you wanted to measure the average height of a man in a
certain region with a dense population. Since it is impossible to measure all of the men, you
only measure some of them. However, you try to pick a large and diverse enough group to
reflect trends in the overall population.
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∗ We introduce the variables µ (pronounced ’mew’; it is neither an ’m’ nor a ’u’) and x
(pronounced ’x-bar’) to represent the population mean and sample mean, respectively. Fur-
thermore, we use capital N for the population size and lower case n for the sample size.

population mean = µ =
x1 + x2 + ...+ xN

N
, where N is the population size

sample mean = x =
x1 + x2 + ...+ xn

n
, where n is the sample size

or more concisely,

population mean = µ =

∑N
i=1 xi

N
, where N is the population size

sample mean = x =

∑n
i=1 xi

n
, where n is the sample size

Measures of Dispersion

• An average may not be helpful if our observations are not ’close’ to that average. Consider the
images below:

A = {4, 5, 6}

B = {0, 50, 100}

• In data set A, we have three observations and they are all very close to the mean (and median,
in this case) of 5.

• However, in data set B, we have three observations that are all far away from the mean (and
median, in this case) of 50. If these values represent scores, for example, then this data may not
be very helpful to you, as one person answered every question incorrectly, another answered every
problem correctly, and a third person answered exactly half of the problems correctly. How can
you predict how you will perform when all three possibilities seem equally likely?

• We use variance and standard deviation (the square root of variance) to discover how close,
on average, our observations are from the mean.
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• Note that one advantage of standard deviation over variance is that its units will
match those of our observations. For example, it may be awkward to talk about
’dollars squared’ or ’# of lightbulbs squared’.

population variance = σ2 =

∑N
i=1(xi − µ)2

N
, where N is the population size

sample variance = s2 =

∑n
i=1(xi − x)2

n−1
, where n is the sample size

• Note that we divide by n − 1 in the sample variance formula. This is a subtlety
concerning a correction for bias in the estimation of population variance.

• Observing the variance formula we see that it is similar to the formula for the mean. That is, we
are adding something (i.e. the distances from our observations to the mean), and then dividing by
how many observations we have. The squaring is to ensure any negative values become positive.

population standard deviation = σ =

√∑N
i=1(xi − µ)2

N
, where N is the population size

sample standard deviation = s =

√∑n
i=1(xi − x)2

n−1
, where n is the sample size

• The symbol for population standard deviation is sigma, σ.

• Let’s perform some sample calculations.

∗ We are given the sample data, S ={7, 11, 13}. Constructing a table to aid us in our calcula-
tions,

xi (xi − x)2

7 (7− 31
3
)2 ≈ 11.111

11 (11− 31
3
)2 ≈ 0.444

13 (13− 31
3
)2 ≈ 7.111

x =
∑n

i=1 xi

n
= 7+11+13

3
= 31

3

∑n
i=1(xi − x)2 ≈ 18.667

∗ Solving for the sample standard deviation,

s =

√∑n
i=1(xi − x)2

n−1
=

√
18.667

3− 1
≈ 3.055

The Bell Curve

• A probability distribution (and its associated graph) describes the likelihood of the occurrence
of an event. It includes not only the observations (i.e. the input values we observe), but all possi-
ble values. Consider the set of exam scores, S = {35, 55, 61, 65, 70, 7, 75, 78, 85, 88, 87, 90, 90, 90, 95, 99}.
Note that it may be possible to get any score from 0 to 100, but our observations are only the
values we see in set S.
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• One such probability distribution that is ubiquitous in the real world is the normal distribution.
In such a distribution, the probability of a value being close to the mean is very high and the
probability of a value being far away from the mean is very low.

• Suppose the daily temperatures on a certain planet follow a normal distribution (note: this
is an important key phrase), with the temperatures typically ranging from −4◦ to 4◦ on the
Fahrenheit scale.

∗ We find our probabilities by examining areas under the ’bell curve’ (an idea fully explored
in calculus courses). For example, to find the probability that a temperature on a given day
is between 0◦ and 1.5◦, we calculate the sum 19.1% + 15% + 9.2% = 43.3%.

∗ Note that in our example our mean is precisely µ = 0 and our standard deviation is precisely
σ = 1. In such a case we say we have a standard normal distribution and use the letter
Z to represent our random variable (e.g. the temperature on a given day).

∗ Using concise notation, let’s revisit the problem to ’find the probability that a temperature
on a given day is between 0◦ and 1.5◦’. We can write this as

P (0 ≤ Z ≤ 1.5) = 19.1% + 15% + 9.2% = 43.3%

∗ Using the symmetry of the normal distribution, we may observe

P (Z ≥ 0) = P (Z ≤ 0) = 50%

P (Z ≥ 1) = P (Z ≤ −1)

P (Z ≤ 1) = 50% + 19.1% + 15% = 84.1%

∗ Also, note how we can express the idea that ’most values (i.e. 68%) fall within one standard
deviation of the mean’:

P (−1 ≤ Z ≤ 1) = P (µ− σ ≤ Z ≤ µ+ σ) = 2 · (19.1% + 15%) ≈ 68%
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• Although normal distributions are very worthy of study because they occur all the time (as
previously mentioned), it is rare that we get the ideal values of both µ = 0 and σ = 1. If µ ̸= 0
or σ ̸= 1, we use the variable X and do not call our normal distribution ’standard’.

∗ Suppose the points students gain on an exam follow a normal distribution (again, this
is an important key phrase), with µ = 60 and σ = 20. (Does this seem realistic? Why or
why not?).

∗ We wish to find the probability that a student gains 70 points or more on the exam. That
is, we want to find

P (X ≥ 70)

∗ Unfortunately, we can’t directly use our standard normal distribution diagram
(again, because in this case µ ̸= 0 or σ ̸= 1). However, since we know this distribution is still
a normal distribution, we just have to convert our random variable to the appropriate
corresponding value for a standard normal distribution. This leads to the famous
z-score formula,

Z =
x− µ

σ

∗ And in our case,

Z =
70− 60

20
= 0.5

∗ Hence,

P (X ≥ 70) = P (Z ≥ 0.5) = 1− P (Z ≤ 0.5) = 100%− (50% + 19.1%) = 30.9%

• Note that lower-case letters are used for the values of random variables. Some examples:

(1) If we wish to find the probability that a student gains x points or more on the exam, we
may write

P (X ≥ x)

(2) Before applying the z-score formula, we may say that we wish to find z such that

P (X ≥ 70) = P (Z ≥ z).

Focus Problems

(1) True or false: The median of the data set {8, 6, 7} is 6.

(2) Calculate
2∑

i=1

(2i)2.

(3) Find Q2 of the data set {8, 6, 7}.

(4) Find the interquartile range of the data set {1, 4, 3, 2, 5}.

(5) Calculate the sample standard deviation of the data set {1, 2, 3}.

(6) Suppose the points students gain on an exam follow a normal distribution, with µ = 60 and
σ = 20, where X is the random variable for the distribution. Find P (60 ≤ X ≤ 70).


