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Stats Booster Workshop

Summary

• This document is part of a workshop series where we explore some key mathematical concepts
that apply to a variety of statistics-based courses at the Marxe School. If you are currently taking
such a course, or if you just want to review previously learned material, this workshop might be
a great complement to lectures, tutoring, and self-study.

• This component of the workshop focuses on sampling, inference, the normal distribution,
the sampling distribution of the sample mean, and the the sampling distribution of
the sample proportion.

• In addition to the notes in this document, there may be supporting files such as Powerpoint
slides, video overviews, tables, and guides (e.g. on using computer software to complete some of
the indicated tasks).

Please visit the Quant Support blog to access these materials:

https://blogs.baruch.cuny.edu/marxequantsupport/

The Bell Curve

The Standard Normal Distribution

• A probability distribution (and its associated graph) describes the likelihood of the occurrence
of an event. It includes not only the observations (i.e. the data values we observe), but all possi-
ble values. Consider the set of exam scores, S = {35, 55, 61, 65, 70, 7, 75, 78, 85, 88, 87, 90, 90, 90, 95, 99}.
Note that it may be possible to get any score from 0 to 100, but our observations are only the
values we see in set S.

• One such probability distribution– which is particularly important and ubiquitous– is the normal
distribution. This distribution is symmetric about the mean, with the probability of a value
being close to the mean being very high and the probability of a value being far away from the
mean being very low.

https://blogs.baruch.cuny.edu/marxequantsupport/
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• Suppose the daily temperatures on a certain planet follow a normal distribution (note: this
is an important key phrase), with the temperatures typically ranging from −4◦ to 4◦ on the
Fahrenheit scale.

∗ We find our probabilities by examining areas under the ’bell curve’ (an idea fully explored
in calculus-based stats courses). For example, to find the probability that a temperature on
a given day is between 0◦ and 1.5◦, we calculate the sum 19.1% + 15% + 9.2% = 43.3%.

∗ Note that in our example our mean is precisely µ = 0 and our standard deviation is precisely
σ = 1. In such a case we say we have a standard normal distribution and use the letter
Z to represent our random variable (e.g. the temperature).

∗ Using concise notation, let’s revisit the problem to ’find the probability that a temperature
on a given day is between 0◦ and 1.5◦’. We can write this as

P (0 ≤ Z ≤ 1.5) = 19.1% + 15% + 9.2% = 43.3%

∗ Using the symmetry of the normal distribution, we may observe

P (Z ≥ 0) = P (Z ≤ 0) = 50%

P (Z ≥ 1) = P (Z ≤ −1)

P (Z ≤ 1) = 50% + 19.1% + 15% = 84.1%

∗ Also, note how we can express the idea that ’most values (i.e. 68%) fall within one standard
deviation of the mean’:

P (−1 ≤ Z ≤ 1) = P (µ− σ ≤ Z ≤ µ+ σ) = 2 · (19.1% + 15%) ≈ 68%
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Non-standard: when µ ̸= 0 or σ ̸= 1

∗ Although normal distributions are very worthy of study because they occur frequently (as
previously mentioned), it is rare that we get the ideal values of both µ = 0 and σ = 1. If
µ ̸= 0 or σ ̸= 1, we use the variable X and do not call our normal distribution ’standard’.

⋄ Suppose the points students gain on an exam follow a normal distribution (again,
this is an important key phrase), with µ = 60 and σ = 20. (Does this seem realistic?
Why or why not?).

⋄ We wish to find the probability that a student gains 70 points or more on the exam.
That is, we want to find

P (X ≥ 70)

⋄ Unfortunately, we can’t directly use our standard normal distribution diagram
(again, because in this case µ ̸= 0 or σ ̸= 1). However, since we know this distribution
is still a normal distribution, we just have to convert our random variable to the
appropriate corresponding value for a standard normal distribution. This can
be achieved by applying the well known z-score formula,

z =
x− µ

σ

⋄ And in our case,

z =
70− 60

20
= 0.5

⋄ Hence,

P (X ≥ 70) = P (Z ≥ 0.5) = 1− P (Z ≤ 0.5) = 100%− (50% + 19.1%) = 30.9%

∗ Note that lower-case letters are used to refer to particular values for our random
variables. Some examples:

(1) If we wish to find the probability that a student gains x points or more on the exam, we
may write

P (X ≥ x)

(2) If we wish to find the probability that a student gains 70 points or more on the exam,
we may write

P (X ≥ 70)

(3) Before applying the z-score formula, we may say that we wish to find a value z such that

P (X ≥ 70) = P (Z ≥ z).

Looking up the Area under the Curve

∗ So far, we’ve been using a convenient diagram that shows us the area under the bell curve
and between two z values (e.g. between z = 0.5 and z = 1) at increments of exactly 0.5. But
what if we wanted to be more precise and were interested in a z-value of 1.26, for example?
In such a case we could either input our values into a computer or use the following type of
table:
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∗ In the above table, we see that

P (Z ≤ 1.26) = 0.8962

The Sampling Dist. of the Sample Mean

∗ Suppose we keep drawing samples (of the same size each time; so, for example, each time
n=40) from a population and we record the sample mean each time.

∗ For example, the average length of some object might be µ = 5 cm, where there exists a
population of 1 million such objects. But if we keep taking samples of 10,000 of these objects
at a time, we might get x = 4.7 cm one time, x = 5.2 cm another time, and so on.

∗ We could construct a probability distribution using the sample mean as our
random variable. Hence, we would use the symbol X. (Recall, we previously used Z for
a standard norm. dist., and X for a non-standard norm. dist.).

∗ The mean for the sampling distribution of the sample mean is the same as the mean
of the original population. That is,

µX = µ

and the standard deviation for the sampling distribution of the sample mean (also
known as the standard error) is
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σX =
σ√
n

, where n is the sample size

The Central Limit Theorem

∗ According to the Central Limit Theorem, every sampling dist. with a sample size that is
sufficiently large (e.g. n > 30), or is from a population that was already normal, will follow
a normal distribution!

A Sampling Dist. Problem

∗ Using data from the students at a particular school, it is found that student GPAs have a
mean of 2.65 and standard deviation 0.5. If a random sample of 100 students is taken from
the population, what is the probability that the sample mean will be less than 2.75?

∗ Applying an adjusted z-score formula we find,

z =
x− µX

σX

=
x− µ

σ√
n

=
2.75− 2.65

0.5√
100

= 2

P (X ≤ 2.75) = P (Z ≤ 2) = 0.97725

, where this final value is obtained via diagram/table/computer.
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The Sample Proportion

∗ In many situations we wish to estimate the proportion of a population that has a
certain characteristic.

∗ Suppose, for example, it is known that 5% of the workers at a large factory smoke during
their lunch break.

∗ However, when we take a random sample of 100 of these workers, we find that only 2 of them
are smokers. We can express this symbolically as

p = 0.05, p̂ =
2

100
= 0.02

∗ Here, the sample proportion is our random variable and we follow our usual convention
involving lower-case and upper-case letters, using P̂ to express the random variable and p̂
when we refer to a particular value. Furthermore,

µP̂ = p, σP̂ =

√
p(1− p)

n

∗ When we examine the sampling distribution of the sample proportion, we observe that
for sufficiently large samples, the sample proportion is approximately normally
distributed.( click here to read more about satisfying the ’sufficiently large’ condition).

A Sample Proportion Problem

∗ A salesman claims that 60% of customers experience significant hair re-growth with his
product after using it for a year. An independent group (i.e. not associated with the
salesman) surveyed 125 of these customers and found that 60 of them experienced significant
hair re-growth after a year.

∗ Compute the sample proportion of customers who experienced significant hair re-growth
after a year of using the product.

p̂ =
60

125
= 0.48

∗ Suppose the sample proportion is large enough so that the sample proportion is normally
distributed. Assuming the salesman’s claims are true, find the probability that a sample of
size 125 would produce a sample proportion so low as was observed in this sample.

z =
p̂− µP̂

σP̂

=
p̂− p√
p(1−p)

n

=
0.48− 0.60√

0.60(0.40)
125

≈ −2.7386

P (P̂ ≤ 0.48) = P (Z ≤ −2.7386) = 0.00309

∗ Note that the probability is very low, which makes it unlikely the salesman’s claim of 60%
is accurate.

https://stats.libretexts.org/Bookshelves/Introductory_Statistics/Book%3A_Introductory_Statistics_(Shafer_and_Zhang)/06%3A_Sampling_Distributions/6.03%3A_The_Sample_Proportion
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Focus Problems

(1) Suppose the points students gain on an exam follow a normal distribution, with µ = 60 and
σ = 20, where X is the random variable for the distribution. Find P (X ≤ 60).

(2) Suppose the points students gain on an exam follow a normal distribution, with µ = 60 and
σ = 20, where X is the random variable for the distribution. Find P (60 ≤ X ≤ 70).

(Hint: you will need to find both P(X ≤ 70) and P(X ≤ 60), and then perform the appropriate
subtraction).

(3) Using data from the students at a particular school, it is found that student GPAs have a mean of
2.65 and standard deviation 0.5. If a random sample of 100 students is taken from the population,
what is the probability that the sample mean will be greater than 3?

(4) T or F? According to the Central Limit Theorem, every sampling dist. with a very small
sample size will follow a normal distribution.

(5) It is known that 5% of the workers at a large factory smoke during their lunch break. One hundred
randomly selected workers are asked if they smoke during their lunch break. Find the probability
that the sample proportion computed from a sample of size 100 will be within 1 percentage point
of the true population proportion.


