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Stats Booster Workshop

Summary

• This document is part of a workshop series where we explore some key mathematical concepts
that apply to a variety of statistics-based courses at the Marxe School. If you are currently taking
such a course, or if you just want to review previously learned material, this workshop might be
a great complement to lectures, tutoring, and self-study.

• This component of the workshop focuses on correlation, linear regression.

• In addition to the notes in this document, there may be supporting files such as Powerpoint
slides, video overviews, tables, and guides (e.g. on using computer software to complete some of
the indicated tasks).

Please visit the Quant Support blog to access these materials:

https://blogs.baruch.cuny.edu/marxequantsupport/

Correlation

Correlation is Not Causation

• Suppose you want to determine whether or not elderly drivers are more likely to get into car
accidents. The following competing ideas might appear in your mind:

(1) Older drivers might get into fewer accidents because they are wiser, more experienced at
driving, risk-averse, and more obedient to the rules of the road.

(2) Or, older drivers might get into more accidents because they have poorer vision and reflexes,
are forgetful and less attentive, and they disrupt the flow of traffic by being overly cautious.

• In the hopes of finding at least a mathematically supported answer, you take a random sample of
drivers in the city and use the data you obtain to create a scatterplot diagram. You compare age
vs. number of car accidents. Ultimately, a mathematical value (i.e. the correlation coefficient)
will indicate whether or not there is a link between these two variables.

https://blogs.baruch.cuny.edu/marxequantsupport/
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• Note that, as the saying goes, “correlation is not causation”, and so establishing a linear relation-
ship between variables does not suggest that one variable causes change in the other variable (i.e.
the ages of the drivers might not be the real cause of the accidents, despite the correlation).

For example, would it make sense to say, “the more firefighters who are fighting a fire, the bigger
the fire is going to be”? Well, we might certainly observe a correlation between the size of a fire
and the number of firefighters present on the scene, but we would be wrong to assume the
number of firefighters causes the fires to be larger.

• In regression analysis, however, we change the emphasis from correlation to causation,
and assume the response (dependent) variable is influenced/caused by explanatory (independent)
variables). In fact, our goal in regression analysis is often to create models that predict
what the response variable will be, based on the explanatory variables.

Hence, we might apply a linear regression model in order to discover the appropriate
linear equation for our data. Consider the red lines you see throughout the scatterplot dia-
grams on these pages; note that each of these lines is the result of best-fitting (i.e. approximating)
the corresponding data points to a straight line.

Consider a simplified example using the well known equation of a line, y = mx + b. Once you
find m and b, you can plug in any x-value you wish and you will receive the appropriate y-value.
So, if x is age, and y is the number of car accidents, and we assume that there is a causal
relationship between these two variables, then we can predict how many car accidents one might
endure based on their age. (For example, if y = mx+ b = 1

2
x− 10 , then when x = 40, y = 10.)

A more accurate model is the simple linear regression model, defined as

y = β0 + β1x+ ϵ

and is explained further in another part of this Stats Booster workshop series that is focused
solely on regression analysis. For the remainder of this particular document, however,
we will discuss correlation only.

Two Quantitative Variables

• The correlation coefficient (also known as Pearson’s r, or Pearson’s r correlation coef-
ficient) allows us to interpet both the strength (i.e. weak, strong) and direction (i.e. positive,
negative) of the linear relationship between two variables, x and y.

rxy =
sxy
sxsy

is the sample correlation coefficient, and

ρxy =
σxy

σxσy

is the population correlation coefficient, where

sxy =

∑
(xi − x)(yi − y)

n− 1
is the sample covariance (covar. gives direction, but not strength) and

σxy =

∑
(xi − µx)(yi − µy)

N
is the population covariance, with sample size n and population size N .

(Also, recall that s is the sample standard deviation and σ is the population standard deviation).
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• Don’t worry. Computers can assist us in computing these values!

• In the above diagram, we’ve manually entered data into the program Stata and, using the com-
mand graph twoway (lfit Incidents Age) (scatter Incidents Age), produced a scatterplot showing
the linear relationship between variables x (Age) and y (Incidents).

• Continuing with the example, we see r = 0.4176, suggesting a positive correlation. In fact,

r ≤ −.50 , strong negative correlation

r ≈ −.30 , moderate negative correlation

−.10 ≤ r < 0 , weak negative correlation

r = 0 , no correlation

0 < r ≤ .10 , weak positive correlation

r ≈ .30 , moderate positive correlation

r ≥ .50 , strong positive correlation
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• Suppose we originally acquired our data by sampling drivers from a particular city. Interpreting
this r = 0.4176 in words, we can say,

—There is a moderately strong, positive correlation between driver ages and the number of
driving-related incidents (note: the word “incidents” suggests we may be including driving er-
rors/mistakes beyond just “accidents”). Older drivers in the city have more driving-related inci-
dents, and the pattern is somewhat consistent across drivers in the sample.—

The Quant-Dummy Pair

• Suppose you still want to determine whether or not elderly drivers are more likely to get into car
accidents, but this time you take a different approach . Instead of using two quantitative
variables (i.e. age vs. number of incidents/accidents), you will use one quantitative variable and
one dummy variable. The latter variable takes on the value of 0 or 1; 1 if some property is
satisfied or present, and 0 if it does not have this property:

∗ We will define a “senior citizen” as someone who is 65 years of age or older. Such
persons are assigned a value of 1, while all others are assigned a value of 0.

∗ You take a random sample of drivers in the city and use the data you obtain to create a
scatterplot diagram.

• Returning to Stata,
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• From the above, we observe r = 0.3864, suggesting a moderate, positive correlation. In-
terpreting this in words, we can say,

—There is a moderate, positive correlation between whether or not a person is a senior citizen
and the number of driving-related incidents. Senior citizens have more driving-related incidents,
and the pattern is somewhat consistent across drivers in the sample.—

Focus Problems

(1) A curious team of researchers wants to know if there is any truth to the old adage/proverb, “An
apple a day keeps the doctor away.” To this end, in the year 2020 they sampled 30 denizens from
an apple-loving community in a part of Syracuse well known for its orchards. The data concerns
the number of apples consumed per year and the number of unexpected trips to a medical facility
(e.g. clinic, hospital).

(Note: data on next page).

(a) What should the team use as a dependent/response variable, and what should the team use
as an independent/explanatory variable?

(b) Calculate the correlation coefficient (use a calculator or a computer program like Excel/Stata/SPSS)
and interpret the value you find. Is there a positive/negative correlation between the vari-
ables, or is there no correlation?

(c) Would it be wise to assume that there should be a causal link between our variables? Why
or why not? Are there other variables to consider (e.g. the effect of the COVID crisis on the
number of unexpected medical trips)?
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